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Abstract—TinyML is a paradigm that makes machine learning
(ML) algorithms to run on low-power devices. This involves
training an ML model with pre-collected data and then storing
it on a microcontroller. In this paper, we explore two applica-
tion use cases of ML for TinyML devices. First, we present
a weather station with a locally-trained snowfall prediction
model using TensorFlow Lite for microcontrollers, leveraging on-
device temperature and humidity sensors for localized forecasts.
Further, a cloud-trained keyword spotting model deployed on an
Arduino Nano 33 BLE device demonstrates the use of ML for
embedded speech recognition. Our results highlight the need
for optimizing parameters and techniques, opening the door
to increased precision and efficiency in future embedded ML
applications.

Index Terms—TinyML; embedded machine learning; Edge
Impulse

I. INTRODUCTION

In recent years, there has been a significant growth in the use
of small computers called microcontrollers (MCUs) to collect
data. These MCUs are particularly useful because they require
minimal resources. This data collection is being used in a wide
range of applications, including agriculture [1], healthcare [2],
industry [3] and environment [4].

The ability to run machine learning (ML) tasks directly
on devices, known as edge-based machine learning inference,
is gaining significant interest due to its potential to improve
several key areas. The research on cutting edge ML has mostly
focused on mobile inference, leading to notable advances in
ML models using methods such as quantization, sparsity and
pruning. Academics and industry are becoming more and more
interested in expanding the use of edge ML to constrained-
power devices such as microcontrollers. With a focus on power
consumption of a few milliwatts or less, the notion of TinyML
has gained attention from 2018 [5].

TinyML is characterized as a paradigm enabling ML exe-
cution on edge devices with small storage and memory needs.
The goal of TinyML is to enable globally distributed machine
intelligence by overcoming traditional power limits through its
focus on giving ML inference to devices with little storage and
extremely low power (typically a milliwatt or less) [6]. TinyML
makes it possible for a new class of intelligent, always-on,
battery-powered applications that revolutionize real-time data
collection and processing by conducting inference close to the
sensor and on the device, improving privacy protection, respon-
siveness, and lowering energy costs associated with wireless
transmission [7]. TinyML’s effectiveness creates opportunities
for quick progress in this field, which is expected to continue

to pick up speed in the upcoming years due to a number of
developments [8]. There are many initiatives for TinyML. For
instance, the Harvard TinyML group [9] is devoted to solving
the basic problems associated with integrating advanced ML
methods and algorithms within the extremely limited TinyML
infrastructure.

TinyML research in its early stages requires alignment with
current edge IoT (Internet of Things) frameworks for best
integration [10]. Even though early research shows how crucial
TinyML is to the development of intelligent IoT applications,
important problems remain and require prompt resolution. Even
with advancements, there are still several research gaps in
TinyML, necessitating prompt and effective solutions. This
article discusses local and cloud-based training use cases,
applications, limitations and recommendations in the fields of
TinyML.

The paper’s key contributions can be outlined as follows:

« Exploring and investigating cloud-based and local training
use cases for TinyML and their potential across various
applications.

« Proposing a conceptual architecture for TinyML deploy-
ment and providing an analysis of various use cases.

« Discussing the results obtained from these use cases to
demonstrate the efficacy and potential of TinyML in real-
world applications.

The remaining sections of the article are organized as
follows: Section II discusses related work, providing a thorough
examination of TinyML applications and domains. In Section
III, we propose a conceptual TinyML architecture using cloud-
based and local environment use cases. Finally, Section IV
concludes our work, highlighting key findings and suggesting
future directions for TinyML research and development.

II. RELATED WORK

TinyML’s applications extend to a wide range of domains
including healthcare, agriculture, environment, and industry.
This section details the state-of-the-art applications of TinyML,
showcasing its transformative impact across diverse domains
through the integration of advanced technologies.

Healthcare: The rise of TinyML presents exciting possi-
bilities for the healthcare around the world. In a recent study
by Hashir et al. [11], a TinyML-based system for detecting
brain strokes using Microwave Imaging (MWI) is highlighted.
The system is characterized by it’s low cost, fast processing,
and high accuracy. According to [12], TinyML is useful for
developing embedded solutions and optimization strategies for



wearable medical technology. The successful diagnosis and
recovery from Freezing of Gait (FoG) in Parkinson’s patients
is a notable example of these breakthroughs.

Agriculture: TinyML has considerable potential influence
on the agriculture sectors. A TinyML framework for unmanned
aerial vehicle (UAV)-assisted smart farming was presented in
[13]. Animal disruptions in agricultural settings are a major
danger to crop productivity, which reduces farmer income
and affects food security. The work in [14] used CNN and
Yolov5-tiny models on ESP32 to identify animals in the
vicinity of farms for security reasons. The authors in [15]
introduces a cost-effective solution utilizing TinyML for olive
fruit classification in post-harvest processes.

Environment: TinyML can be useful for tackling environ-
mental issues such as pollution monitoring, natural resource
scarcity, global warming, etc. The work in [16] suggests an
affordable air pollution measurement station that can be used
both indoors and outdoors to measure ambient temperature,
relative humidity, light pollution. Another work [17], used
an ESP32 chip, an Artificial Neural Network (ANN), and a
Linear Regression Model to analyze wind speed predicting.
The authors of [18] investigated a novel use of TinyML for
low-cost, real-time solar energy yield predictions on resource-
constrained edge IoT devices, including microcontrollers.

Industry: Predictive maintenance, condition monitoring,
anomaly detection, and other industrial aspects can all be
effectively monitored and collected by TinyML devices. In [19],
the authors evaluated a machine’s health (pump faults) using
ANN model running on an STM32H743ZI2 microcontroller.
The goal of the study in [20] was to develop a highly quantized
anomaly detector for spotting possible oil leaks at the point
where the power generator’s exterior bracket and the wind
turbine’s high-speed shaft link.

In this article, we introduce a conceptual architecture tailored
for deploying ML models on resource-constrained devices
focusing on local and cloud-based training. To demonstrate
the feasibility and practicality of our approach, we constructed
a weather station designed specifically for snowfall prediction
(local training). Utilizing the capabilities of Edge Impulse!, we
seamlessly deployed our ML model on Arduino Nano 33 BLE
TinyML device (cloud-based training).

III. EXPLORING THE APPLICATIONS OF TINYML:
LoCAL AND CLOUD-BASED USE CASES

TinyML focuses on making ML models work on tiny devices
with low power and limited resources. This allows these devices
to analyze data directly (at the edge) with minimal delay, power
usage, and bandwidth requirements.

In this section, we explore two distinct use cases:

o Local Training Use Case: Our first use case involves the

creation of a weather station designed to predict snowfall.
We aim to create an ML model trained with TensorFlow
Lite? on Microcontrollers and predict snowfall based on
temperature and humidity sensor data.

Thttps://edgeimpulse.com/
Zhttps://www.tensorflow.org/lite

¢ Cloud-based Training Use Case: The second use case
utilizes the implementation of a keyword spotting model
deployed on Arduino Nano 33 BLE? device. By imple-
menting ML techniques, we aim to develop a model
capable of accurately recognizing and distinguishing these
spoken keywords. Here we use Edge Impulse as a cloud-
based tool.

The conceptual architecture for both use cases can be
divided into three phases: Training, Optimization, and Porting
& Deploying. Figure 1 depict the conceptual architecture
proposed.

A. Evaluation Matrix

To evaluate the performance of the deep learning models
in the snow fall prediction as well as keyword spotting
cases, we use accuracy as performance matrix to evaluate the
effectiveness of our proposed model.

The accuracy is measured by the ratio of correctly predicted
labels to the total number of predictions. The formula for
accuracy is given by:

TTP+TTN
TTP +FFP +TTN + FFN

where FFN (false negative) is the number of times positive
instances were incorrectly predicted as negative, FFP (false
positive) is the number of times predictions were made incor-
rectly and should have been a different class and TTP (true
positive) is the sum of successfully predicted classes. TTN
(true negative) is the total of valid classes that were negatively
classified.

Accuracy =

B. Local Training Use Case: Weather Station

In this use case, we will try to integrate ML capabilities into
a basic weather station to forecast the likelihood of snowfall
based on temperature and humidity data from the last 3 hours.
This is local training use case, where the training will be done
on TinyML device. For each phase of methodology we provide
a detailed explanation .

1) Phase I - Phase 2: Data Collection and Pre-Processing:
For this use case, we have retrieved historical forecasted
weather information from WorldWeatherOnline’s* dating from
2014-2023. The objective of the pre-processing and data
gathering stage is to maximize the historical humidity and
temperature readings while compiling a solid training dataset
for snow prediction. The data processing successfully trans-
formed the raw data into a clean and organized format by
handling missing values and ensuring consistency.

2) Phase 3: Model Training: The snowfall prediction model
we use is a simple binary classifier created using a neural
network. This neural network includes three layers: 1 fully
connected layer with 12 neurons, then a ReLL.U (Rectified Linear
Unit) activation function, 1 dropout layer with a 20% rate (0.2)
to avoid overfitting and 1 fully connected layer with just one
output neuron, followed by a Sigmoid activation function to
produce binary predictions.

3https://store.arduino.cc/products/arduino-nano-33-ble
“https://www.worldweatheronline.com/



O,

Data
acquisition

Designing
phase

Cloud paradigm

TinyML-paradigm

Arduino Nano
33 Ble

= ®
v =
= Optimizing
phase

Quantized
Model

Training
phase

Convert to C-Byte
array

Quantized Model
as A array

Deploying
Model

Figure 1. Conceptual architecture for two use cases (local and cloud-based training using TinyML devices).

To guarantee reliable training and evaluation, we split the
dataset into three parts: 80% for training the model, 10% for
validation during training, and 10% for final testing. To train
the neural network efficiently, we use the Adam optimizer, a
popular choice for deep learning. Once the model is trained
on TensorFlow, we consider the memory limitations of the
microcontroller. To address this, we use TensorFlow Lite to
quantize the model to a smaller size using 8-bit integers. Finally,
the quantized model is deployed on the Arduino Nano 33 BLE
to make predictions about snowfall.

3) Phase 4: Optimization and Conversion Models: In order
to reduce the model size and enable deployment on devices
with limited memory and processing power, in this phase
we use quantization techniques. Specifically, TensorFlow Lite
and post-training integer 8-bit quantization are implemented.
The quantized model is evaluated using the TensorFlow Lite
Interpreter. This involves loading the trained model into the
interpreter and testing it with a dataset to check how accurate it
is. To do this, we assign the quantized model to the interpreter
and adjust the input shape to fit what the interpreter needs. After
that, we use regular tools along with the TFLite microcontroller
to convert the model into a C byte array format, which is perfect
for storing in the device’s read-only memory.

4) Phase 5: Model Evaluation: Figure 2 depicts the model
accuracy and loss for for 20 epochs. The trend indicates
whether we should train less to avoid overfitting or more to
prevent underfitting. The validation accuracy and loss are at
their best around 10 epochs in our case. Therefore, we should
consider terminating the training earlier to prevent overfitting.

C. Cloud-based Training Use Case: Keyword Spotting

The second use case leverages a deployed keyword spotting
model on the Arduino Nano 33 BLE platform utilizing the
cloud-based tool Edge Impulse to create an efficient and
accurate system for real-time keyword recognition. In this
use case, the data is recorded using the device’s built-in
microphone.
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Figure 2. Model accuracy and loss over training epochs.

1) Phase 1 - Phase 2: Data Collection and Segmentation:
For data collection we utilize Edge Impulse’s built-in recorder
connected to Arduino Nano BLE 33 and the sound is captured
as 15-second audio samples. Each 15-second audio sample is
split into smaller segments. Segmentation helps improve the
efficiency of processing and allows for a more fine-grained
analysis of the audio data.

2) Phase 3 - Phase 4: Model Training and Optimization:
The model is trained using the created dataset (Phase 1, Phase
2), and the training results are obtained. The training process
involves optimizing the model’s parameters through an iterative
process using labeled audio segments. This allows the model to
learn and identify the characteristic patterns associated with the
keywords. To test the performance and accuracy of the trained
model a separate dataset is used. Testing provides insights into
the model’s ability to correctly identify keywords in unseen
audio samples.

3) Phase 5: Model Deployment and Evaluation: For a
smooth integration with Arduino Nano BLE Sense, the task
is deployed as an Arduino library. This deployment strategy



guarantees the accessibility and compatibility of the developed
model and its associated code with the target hardware plat-
form. It’s worth mentioning that optimization can be achieved
through either quantized or unoptimized approaches. Following
a thorough collection of data from four different labels, we
conducted a thorough experiment using both processing and
learning blocks to determine the best setup for our keyword
spotting task. The result of these efforts is summarized in Fig-
ure 3, which provides a detailed breakdown of the performance
indicators related to each label and confusion matrix that Edge
Impulse reported. Interestingly, our suggested configuration,
which combined the Classification learning block with the
Audio (MFE) processing block, produced excellent outcomes.
The trained model’s overall accuracy is approximately 87.8%
(with a low loss of 0.29), meaning that out of the 152 samples,
approximately 134 samples are correctly identified.
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Figure 3. Confusion matrix and estimated on-device performance.
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IV. CONCLUSION

TinyML makes ML possible on low-power devices. It
involves training an ML model with pre-collected data and
then storing it on a microcontroller. Because data processing
happens on-device, TinyML enables IoT devices to react to
situations without sending data externally. This significantly
reduces response times without sacrificing device performance.

In this paper we tried to explore two applications of ML
for embedded devices. In the first use case, we detailed the
development of a weather station with a snowfall prediction
model trained locally on the device using TensorFlow Lite
for microcontrollers. This model analyzed temperature and
humidity sensor data to provide localized forecasts. The
second use case focused on a cloud-trained keyword spotting
model deployed on an Arduino Nano 33 BLE device. Here,
we leveraged ML techniques to create a model capable of
recognizing specific words or phrases.

Our results highlight the need of optimizing parameters
and techniques, opening the door to increased precision and
efficiency in embedded devices. We will keep refining our
approach through rigorous experimentation and analysis, guar-
anteeing optimal performance and robustness in practical
applications.

For future work, we will look into expanding the dataset
and types of applications in order to improve model robustness
and performance of the proposed models.
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