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Abstract—Federated Learning (FL) offers a privacy-preserving
approach to machine learning (ML) by training models on devices
without sharing the underlying data. However, FL faces challenges
in heterogeneous environments such as wireless environments
where devices vary in data availability, processing power, and
network bandwidth. This paper proposes the BACA algorithm,
specifically designed for FL in such settings. BACA dynamically
adjusts training parameters based on client characteristics and
network conditions to optimize training efficiency. By continuously
monitoring CPU utilization, memory usage, bandwidth usage and
model performance, BACA ensures adaptive resource allocation,
leading to a more efficient and scalable FL process.

Experimental evaluations are conducted on a real physical IoT
devices in a wireless network to demonstrate the efficacy of the
proposed algorithm. Results show adaptive behavior in CPU and
memory utilization, alongside improvements in model accuracy
and convergence over training rounds. The algorithm effectively
manages resource allocation, even in scenarios of constrained CPU
limits, network bandwidth, or training time. These findings under-
score the algorithm’s potential for practical deployment in real-
world edge computing environments, addressing challenges posed
by heterogeneous device capabilities and resource constraints.

Index Terms—adaptive federated learning, edge computing,
wireless mesh networks, embedded machine learning

I . I N T R O D U C T I O N

Federated Learning (FL) has emerged as a useful technique
for training machine learning (ML) models in a decentralized
manner, especially when data privacy is a primary concern
[1]. FL allows multiple devices (i.e., clients) to collaboratively
train a model without ever sharing their individual data. Instead,
each client trains a local copy of the model on its own data
and sends only the resulting updates to a central server for
aggregation. This approach effectively addresses data privacy
issues by keeping sensitive information on the clients’ devices
themselves [2].

FL as a collaborative approach for training ML models,
can face challenges due to the distributed and heterogeneous
nature of its training process. First, this heterogeneity becomes
apparent in the data itself, where both the quantity and quality
differ among the edge devices involved due to factors like
device location and individual user patterns (e.g., different
number of training samples). Second, the processing power
of edge devices is limited by hardware capabilities and multi-
tasking, impacting the speed of local model training. Finally,
limitations and restrictions in network bandwidth, inherent
to wireless environments [3] and influenced by location or
dynamic network conditions, further slow down the overall
learning speed of the FL model [4].

This paper explores how to use FL to train ML models
on edge devices in a wireless network, even though these
devices might have different capabilities (CPU, memory) and
the network might not be secure or could be slow (bandwidth
limited) [5], [6].

Specifically, in our work we employ adaptive mechanism for
FL clients, to determine if changes to the training parameters
(training images, model accuracy) are required. To optimize
training efficiency, the adaptive algorithm continuously moni-
tors accuracy, CPU-memory utilization and network bandwidth
between rounds. It analyzes trends in both model performance
(accuracy and bandwidth history) and CPU usage to deter-
mine if adjustments are necessary. If it detects issues, like
performance stagnation related to accuracy or rising CPU or
bandwidth usage above a predefined threshold, it intervenes by
initially reducing the training images. By constantly adjusting
how much work each device does, our adaptive mechanism
ensures the training keeps progressing efficiently for all clients.
This is because the system considers both the device’s capa-
bilities and the model’s changing needs as it learns.

The main contributions of the paper are:
1) To leverage the diverse and heterogeneous client envi-

ronment, we design and develop the BACA: Bandwidth
and CPU-aware Adaptive FL Algorithm that determines at
each round the workload capacity of each client for model
training in a determined time slot. The adaptive behaviour
of BACA calculates the difference in CPU utilization and
bandwidth usage between consecutive training rounds,
assesses model performance and CPU utilization trends
to determine if adaptation is required.

2) We assess the effectiveness of the BACA adaptive FL al-
gorithm by implementing it on actual, heterogeneous, low-
capacity devices integrated into a wireless mesh network.
Through practical experiments, we evaluate how well the
algorithm manages the challenges of distributed model
training across varied hardware and network environments.
The results provide valuable insights into the algorithm’s
ability to dynamically adjust resource allocation and adapt
to evolving training conditions, highlighting its possibility
for practical applications in decentralized ML systems.

I I . R E L AT E D W O R K

Initially, in this section we look how adaptive FL works
in environments where resources are limited by highlighting
research works that focuses on implementing adaptive FL on
devices with low capacity. Additionally, we highlight methods



for protecting data privacy, which is crucial when dealing with
sensitive personal health information during training.

The paper [7] investigates optimal resource allocation strate-
gies for FL workflows within virtualized environments. The
study addresses the challenge of determining how to allocate
resources effectively within FL workflows, considering factors
like computational and network capabilities, dataset complexity,
and FL workflow specifics. Two scenarios are explored: FL
execution across a limited set of testbed nodes and hosting mul-
tiple parallel FL workflows on the same nodes. The research
highlights sub-optimal configurations of cloud orchestrators
for FL workflows and identifies variations in computational
footprints across different ML models. Proposed strategies aim
to mitigate computational interference’s and enhance overall FL
pipeline performance, contributing to more efficient resource
allocation in virtualized managed environments designed for
FL.

The study in [8] implements secure, privacy-preserving, and
FL learning in medical imaging. It explores techniques like
FL, differential privacy, homomorphic encryption, secure multi-
party computation, and secure hardware implementations. The
paper emphasizes the need for multi-disciplinary research to
enable the widespread adoption of secure and private AI, crucial
for advancing healthcare and other fields.

This paper [9] presents a study on FL performance under
a new scheduling policy for workload allocation. The study
includes experiments on MNIST and CIFAR-10 datasets,
examining both independent and non-independent training data
distributions. It evaluates the "FC" (Fast Converge) policy
against baseline policies and centralized training methods,
focusing on the parameter φ and its impact on performance.
Results show that the FC policy consistently outperforms
baseline policies, balancing round latency and accuracy levels
effectively.

The work presented in [10] introduces FL as an approach to
training deep neural networks across decentralized data sources
while prioritizing data privacy and minimizing communication
overhead. It sets the stage for collaborative model training in
distributed environments. We are inspired by certain aspects
of this work.

Furthermore, [11] addressing the dynamic nature of FL
systems, the authors propose an adaptive optimization algo-
rithm tailored specifically for FL environments. This approach
dynamically adjusts learning rates and other hyper-parameters
based on client characteristics and network conditions, resulting
in improved model convergence and overall performance.

In a different domain, [12] proposes a novel FL approach
specifically designed for wireless mesh networks. Addressing
challenges related to training ML models in decentralized envi-
ronments with limited resources and intermittent connectivity,
the authors introduce a server-side adaptive mechanism. This
mechanism allows the central server to dynamically adjust
the training process based on network conditions and client
capabilities, optimizing resource utilization and enhancing
model convergence. In addition to the concepts presented in
this paper, our work focuses on adapting to node heterogeneity
through dynamic workload capacity adjustments, aiming to
improve the overall performance of the global model.

I I I . BAC A A L G O R I T H M

The BACA: Bandwidth and CPU-Aware Adaptive FL al-
gorithm highlighted in Algorithm 1, begins by configuring
essential parameters such as global and local learning rates,
the number of epochs, the number of images, batch size, and
other training-related parameters. It then proceeds to execute
the subsequent actions as follows:

1) Initialization: Initially, the clients are registered within
the system to participate in the collaborative training
process.

2) Initialization of Training: The training process begins
with the server distributing initial configurations to hetero-
geneous clients (min_epochs = 1). Prior to each training
round, a time limit is set to ensure training does not exceed
a predefined duration.

3) Monitoring: During each round, CPU utilization, memory
utilization, bandwidth, training time, and accuracy metrics
are monitored and stored for subsequent analysis.

4) Adaptive Mechanism Activation: After three rounds of
training (round > 3), an adaptive mechanism is employed
to assess whether adjustments to the training parameters
are necessary.

5) Adaptation Process: The adaptive part calculates the
difference in CPU utilization between consecutive training
rounds, assesses model performance and CPU utilization
trends to determine if adaptation is required. Additionally,
it also considers factors such as bandwidth consumption
and training time. If the training duration exceeds the
predefined maximum training time or if the bandwidth
consumption exceeds the specified limit, the algorithm
dynamically adjusts the number of epochs and training
images to ensure efficient resource utilization. The mini-
mum number of training images is 6 (min_images = 6).

a) When adaption is required (case: resources are avail-
able), we employ a threshold-based approach. For
instance, is CPU < 80%, the trained images are adjusted
- increased, where the maximum number of sample
images can go up to 234.

b) When adaption is required (case: resources are not
available), i.e., the trained images are decreased in the
clients having CPU utilization > 80%.

The adaptive decision-making process of the BACA algo-
rithm is crucial for optimizing model performance across
heterogeneous clients in wireless mesh environments. This
adaptive mechanism guarantees that resource allocation is
dynamically adjusted at the clients in order to meet the evolving
demands of model training. Also, the way the algorithm sets
up parameters for FL shows a thoughtful way of coordinating
shared learning which is important for improving distributed
machine learning in practical applications.

I V. E X P E R I M E N TA L E N V I R O N M E N T A N D R E S U LT S

A. Experimental Setup
Our experimental setup aimed to assess the performance

of our algorithm in a heterogeneous environment utilizing
a wireless network. The setup comprised one access point
(AP) and facilitated communication between four client devices



Algorithm 1: BACA: Bandwidth and CPU-Aware Adaptive Federated Learning Algorithm for Wireless Environments
Require : round, cpu_limit, min_epochs, min_images, max_images, accuracies[], cpu_history[],

client_images[], client_epochs[], training_time[], bandwidth_history[],
max_training_time, max_bandwidth, no_images_by_client, no_epochs_by_client

Result :new_epochs, new_images
i← round;
if i > 3 then

delta_cpu1← cpu_history[i−1]−cpu_history[i−2] ;
delta_cpu2← cpu_history[i−2]−cpu_history[i−3] ;
diff← delta_cpu2−delta_cpu1 ;
if (training_time[−1]≥ max_training_time OR bandwidth_history[−1]> max_bandwidth)
then
new_images←max(client_images[−1]−no_images_by_client, min_images) ;
new_epochs←max(client_epochs[−1]−no_epochs_by_client, min_epochs) ;

else if (accuracies[−1]> accuracies[−2]) AND (accuracies[−1]< 100) then
if (diff≤ 0) AND (cpu_history[i−1]≥ cpu_limit) then

new_images←max(client_images[−1]−no_images_by_client, min_images) ;
new_epochs←max(client_epochs[−1]−no_epochs_by_client, min_epochs) ;

else
new_images←min(client_images[−1]+no_images_by_client, max_images) ;
new_epochs← client_epochs[−1]+no_epochs_by_client ;

else
if (cpu_history[i−1]≤ cpu_limit) then

new_images←min(client_images[−1]+no_images_by_client, max_images) ;
new_epochs← client_epochs[−1]+no_epochs_by_client ;

else
new_images←max(client_images[−1]−no_images_by_client, min_images) ;
new_epochs←max(client_epochs[−1]−no_epochs_by_client, min_epochs) ;

fl_config.epochs← new_epochs ;
fl_config.training_images← new_images;

and one server. We used two kinds of nodes: the server and
the clients. The client devices comprised two Raspberry Pi,
one MiniPC device, and one Laptop. Each client represented
a distinct hardware platform to introduce heterogeneity into
the environment. The server, is responsible for orchestrating
the experiment, as a server, we use a laptop with an Intel(R)
Core(TM) i5-8250U CPU, equipped with 8 GB RAM running
Windows 11 OS. The clients consist of four distinct devices:
1) a MiniPC NEO Z83-4 device featuring an Intel Atom x5-
Z8350 CPU, 4 GB DDR3 RAM, and Windows 10 OS, 2) a
Laptop with an Intel(R) Core(TM) i5-1035G1 CPU, 8 GB
RAM, and Windows 11 OS and (3) two RaspberryPi 4 Model
B units, namely RPI4 and RPI5 each equipped with a Quad
Core Cortex-A72 CPU, 8 GB RAM, 128 GB storage, and
running the Linux Ubuntu 22.04.4 LTS OS. The wireless
network was configured to operate using Wi-Fi technology,
providing connectivity between the clients, server, and access
point. In this configuration, the server node coordinates the
FL process by providing instructions to the client devices.
After each training round, the server aggregates the knowledge
gathered from each client to produce a collective learning
output. The server sends this output back to the clients along
with instructions for the next learning round. Meanwhile,

during the training, a thread is launched, which continuously
measures the performance of the client in terms of CPU, RAM
memory and bandwidth. Clients autonomously regulate their
workload acceptance thresholds (Section III BACA algorithm),
thus deviating from the conventional uniform instruction dis-
semination paradigm.

B. Dataset
Our dataset comprises pediatric chest X-ray images collected

at Guangzhou Women and Children’s Medical Center, China
(see Figure 1). It contains 5,863 JPEG images categorized
into Pneumonia and Normal classes. These images were used
for our experimental evaluation. The images were taken from
routine clinical care for pediatric patients aged one to five
years. Quality control ensured removal of low-quality scans,
and diagnostic labels were assigned by expert physicians.
Pre-processing included image normalization and resizing to
256x256 pixels. The dataset is divided into training, validation,
and test sets [13].

C. Experiments
The goal of the experiments is to evaluate the impact of

the adaptive client design on FL in a real-edge wireless
environment. Initially, experiments are performed to measure
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Figure 1. Testbed nodes used for the experimentation (4 clients and 1 server).

CPU and memory utilization to demonstrate the system’s
adaptive behavior. After, we evaluate accuracy and loss metrics,
varying the number of epochs and images trained on each
device to show adaptive behavior. Furthermore, we analyze
the effects of adaptive behavior when clients exceed maximum
training time, network bandwidth constraints, and CPU limit.
Finally, we discuss the findings in Section V.

D. Results
Figure 2 illustrates the CPU utilization of four different

clients. Figure 2 reveals that model training requires substantial
computational power (80-90% CPU utilization). However, our
algorithm’s CPU adaptation optimizes this process. When
CPU usage exceeds 80%, the algorithm reduces computational
loads in subsequent rounds to prevent client overload (or
overheating).
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Figure 2. CPU utilization in different training rounds.

Figure 3 depicts the measurements of network bandwidth
up to round 50. From the Figure3, it can be observed that
the bandwidth generally does not exceed 2 Mbps during
communication with the server to transmit the model. However,
in round 49, bandwidth increased due to initiating a file
download to all clients at that moment. This was done to test
the algorithm and to observe CPU, RAM, accuracy, number
of images and rounds. From the figures (i.e., Figure 2), it is
evident that there is an increase in CPU usage. Additionally,
the algorithm decreased the number of images and epochs.
Further, we performed additional bandwidth measurements
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Figure 3. Bandwidth in different training rounds.

(ECDF graph, not shown in the paper), and the link bandwidth
distribution reveals that the majority of connections (98%) have
a bandwidth within the range of 0 to 2 Mbps, alongside (2%)
of connections having 12-13.4 Mbps.

Figure 4 compares the achieved training accuracies across
different rounds. Generally, accuracy increases with rounds
until round 50, with the Laptop achieving 99%, MiniPC 78%,
RPI4 85%, and RPI5 79%, respectively. Further, Figure 4
reveals a gradual decrease in losses over rounds. This indicates
improvement in model training over time.
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Figure 4. Accuracy and loss in different training rounds.

Figure 5 shows the number of epochs performed by different
clients in each round. Typically, epochs increase with rounds,
but for clients who reach CPU thresholds (such as RPI4, RPI5,
and MiniPC), epochs decrease due to adaptive behavior. Laptop
with more CPU resources generally run more epochs during
training. By round 50, the Laptop completes 44 epochs, MiniPC
16 epochs, RPI4 14 epochs, and RPI5 20 epochs.

Regarding trained images per client, Figure 5 shows a
gradual increase with rounds. However, after round 18, clients
with lower performance cannot handle the workload, resulting
in decreased resources until CPU usage falls below 80%.
When CPU utilization is below 80%, they request to increase
the number of images and epochs. Conversely, the Laptop
consistently requests an increase in the number of images and
epochs, reaching maximum values due to higher performance
compared to other clients.

In Figure 6, can see that the time it takes for clients to
complete their training, increases after the third round. This
happens because clients start adjusting based on the instructions
of the algorithm, needing more training images and a number of
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Figure 5. The number of training images and epochs for various clients
reached in different training rounds.

epochs according to their workload capacity. Additionally, the
training time changes over time. This is because it is affected
by how much each client’s CPU is being used. When the CPU
usage goes over 80%, the clients reduce the number of images,
which makes the training time shorter. This helps prevent the
devices from getting too overheating and causing problems.

0 10 20 30 40 50
Rounds

0

200

400

600

800

1000

1200

1400

1600

Tr
ai

ni
ng

 ti
m

e 
(s

ec
on

ds
)

Client Laptop
Client RPI5
Client RPI4
Client MiniPC

Figure 6. Training time increases as adaptation begins, adjusting image
samples/epochs based on workload.

V. D I S C U S S I O N

Our BACA algorithm is designed to tackle challenges in
decentralized model training across heterogeneous wireless
environments. It adapts training parameters in real time by
considering client metrics such as CPU usage, model accuracy
and network metrics like bandwidth.

This optimization enhances training efficiency, as observed
in our experiments, where clients adapt their workloads to
prevent overheating. Notably, CPU adaptation significantly
impacts training optimization, particularly when CPU usage
exceeds 80%. The adaptive FL algorithm further improves
accuracy by adjusting parameters based on client metrics
and optimizing model convergence. Workload allocation is
dynamic, with the number of epochs and training samples
gradually increasing across rounds based on CPU usage and
performance metrics. Clients with higher computational capac-
ity request more workload, while others dynamically adjust
to optimize efficiency. Overall, our experiments confirm the
effectiveness of the adaptive FL algorithm in optimizing model
training and resource utilization, showcasing promising results
for real-world deployment.

V I . C O N C L U S I O N

Federated Learning provides a decentralized method for
collaborative model training. It prioritizes data privacy while
leveraging the combined intelligence of distributed clients. Our
BACA algorithm enables dynamic adjustments to training pa-
rameters, enhancing model performance across heterogeneous
wireless environments. This adaptive mechanism guarantees
that that resource allocation is dynamically adjusted at the
clients in order to meet the evolving demands of model training.

By providing a detailed overview of the FL system and its
adaptive mechanism, this paper contributes to the understanding
and advancement of decentralized ML. Our research can be
relevant on how FL can be effectively utilized in resource-
constrained edge environments. We specifically emphasize the
relevance of our findings to TinyML (embedded ML running on
microcontrollers) and similar embedded IoT devices. TinyML
can gain significant benefits from the adaptive nature of FL,
especially due to the limitations posed by device constraints.
We believe, the analyzed use-cases showcased in this study
could effectively address major constraints in computing and
communication resources, thereby expanding the potential
applications of FL in such environments.
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